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Abstract

This paper describes the initial stages in the development of a prototype rostering software tool, for use in military environments. The unique aspect of this tool is that it integrates information from two separate areas, alertness modelling and optimisation, to generate patterns of work where fatigue has been minimized using an objective metric. The final product will provide guidance on the effective use of resources within stated constraints e.g. time period, number of available resources, and tasks to be completed. It is intended that the software will be generic across a range of military scenarios and situations.

1.0 Background

There are currently a number of mathematical models, reviewed in [1], that can be used to estimate levels of alertness during a given pattern of work. This approach can be very useful in a variety of different situations e.g. when making an initial assessment of the potential implications of new work schedules, in the design of new work patterns, in the evaluation of a new working environment. However, it is normally applied only to the assessment of work patterns of individuals. 

One key issue to be addressed when designing patterns of work is how to minimize overall levels of fatigue. The development of fatigue will depend on a number of different factors, specific to the particular scenario e.g. the type of task/s to be undertaken, the time period over which the task/s must be completed, and the availability of staff and their skills. This raises the question of how to generate patterns of work which satisfy these and other operational constraints whilst ensuring that the impact of fatigue is minimized. One possible approach, which is being developed for the UK Ministry of Defence, is to combine optimisation techniques together with alertness modelling. This method involves searching, using an appropriate algorithm, through a large number of possible solutions, and finding one that provides a practical answer to the scheduling problem. 

This paper describes the initial stages in the development of a prototype rostering software tool, which is being developed for use in military environments. It is intended that the software will be generic across a range of military scenarios and situations.

1.1 QinetiQ Alertness Model

The core element of the prototype program is the QinetiQ Alertness Model [2]

 REF _Ref165887785 \r \h 
[3]. This model, in its original form, was based on the results of a series of experimental studies of irregular patterns of work and rest [3]. Since then, QinetiQ has undertaken further development and validation studies so that the model can be used in various civil applications. It forms the basis of a Fatigue Index, which was developed for the UK Health and Safety Executive [4]

 REF _Ref143319259 \r \h 
[5] and of a computer program known as SAFE (System for Aircrew Fatigue Evaluation) that has been developed for the UK Civil Aviation Authority [6].

The purpose of the model is to provide an estimate of the level of alertness associated with any particular pattern of work and rest. It does not, at present, incorporate individual differences. Instead, it provides an overall assessment of the impact of a duty schedule on a typical individual.

The current version of the optimisation software incorporates the alertness model, in the form of a Fatigue Index. The Index comprises three main components:

· A cumulative component that relates to the way in which individual shifts are put together to form a complete schedule;

· A component associated with the timing and duration of the duty period;

· A component related to the content of the duty period, in terms of the type of activity undertaken and the provision of breaks during the duty. 

Of the three components outlined above, the first two are influenced predominantly by physiological factors, e.g. circadian rhythm, time since sleep. However, the third component, relating to the type of work undertaken, is specific to the type of operation and the tasks being completed. The current implementation of this component is relatively rudimentary. Three levels of workload are permitted: ‘low’, ‘medium’ and ‘high’, and the impact of the particular level of workload on fatigue is based on various studies of non-military operations.

1.2 Method of Optimisation 

The other key component within the prototype scheduling program is the optimiser. It is the interaction between the Fatigue Index and the optimiser than enables schedules to be generated where fatigue has been minimized. 

Optimisation is the process of finding the best solution to a problem based on predefined criteria or functions. In addressing the current scheduling problem, namely how to assign staff to tasks whilst minimising fatigue, there are many complexities that make conventional computations cumbersome or impossible. However, a number of optimisation techniques are available that allow solutions to be found to complex problems within practical timescales. 

Exact optimisation techniques were considered unsuitable as they follow deterministic rules, typically enumerating every possible solution, or a very large number of them, and are unlikely to solve scheduling problems within practical timeframes. For example, if we consider a scheduling problem involving four tasks and five resources over a single day with a resolution of 15 minutes, there are 1 x 24 x 4 x 4 points at which one of the five resources could be allocated. This would result in 5 384  = 2.54 x 10 268 possible solutions. It may be possible to reduce the solution space that is searched by adding constraints e.g. changing the resolution to three hours, but nevertheless the problem is too large to solve even for relatively simple questions. 

For the scheduling tool, a heuristic approach, using a genetic algorithm (GA) [7], was chosen. This has the advantages of using ‘rules of thumb’ to guide the search of the solution space and, although it may not find the optimal solution, it will find a good practical solution relatively quickly. Genetic algorithms are based on the principles of natural selection such that potential solutions are evaluated for their ‘fitness’ to fulfil the specified criteria and the best candidate solutions will survive into successive generations. 

The evaluation of the candidate solutions for the prototype software is based on the predicted fatigue associated with each resource during each duty period. The GA has been incorporated so that the user can choose to: 

· minimize the average fatigue for each resource and for all resources;

or

· minimize the highest level of fatigue experienced by a resource at any point during the schedule and over all resources (so-called minimax criterion). 

2.0 Prototype software

The two main inputs to the program are the tasks to be carried out and the resources that can be assigned to those tasks. The tasks themselves may represent any type of military activity, such as flying a sortie, manning an observation post, undertaking a training exercise or simple office work. The resources represent the personnel available to carry out the tasks. Since they may have different skills, it is possible to restrict the allocation of any resource to specific tasks.

The set of tasks specified in any run of the program defines an ‘operation’. This is represented in a diary format, detailing which tasks are active and which resources are available at any time during the course of the operation. There is a considerable degree of flexibility in the allocation of resources to tasks. For example, it is possible to ensure that a given individual carries out a given task at a particular time. This enables some parts of the operation to be fixed, while the optimiser can vary others. For example, a pattern of work can be specified that has been undertaken prior to the period over which optimisation is to be carried out.

Once the tasks and resources have been defined, the process of optimisation can begin. Depending on the options selected by the user, the search for an optimal solution may continue for a considerable time. Indeed, for all but the simplest of schedules, it may not be possible to find an optimal solution, although the program should normally be able to find solutions that are reasonably close to optimal. However, information is provided to enable the user to follow the progress of the optimiser as it searches for better solutions, and to terminate the process at any time and retain the best solution that has been found up until that point.

The output from the optimiser (see Figure 1) is displayed in the same diary format as the task and resource information, and can be downloaded in a form that can be imported into an Excel spreadsheet.

2.1
Program inputs

Before the optimisation process can begin, the user is required to input certain information relating to the tasks and resources. To be able to specify each task that is to be carried out during an operation, four sets of information are required. These are:

· The period of time available for carrying out the task. This is specified as a series of start and end times.

· The duration of the task itself. This is not necessarily the same as the period available, to allow for tasks that can be carried out at any time within a given period. For example, an administrative task may need to be carried out during the day, say between 08:00 and 18:00, and these would be entered as the start and end times. However, the task itself may take only four hours to complete, and this would be entered as the task duration.

· The minimum time for which a task can be allocated to a particular resource before it can be reassigned to another resource. For example, an aircraft may be fully operational over a 24-hour period, although each mission may last for only three hours. In this case, ‘three hours’ would be entered as the minimum time. 

· The workload associated with the task, categorized as low, medium or high. A low workload level would normally apply to tasks such as office work or administration. Examples of high-workload tasks would be flying a helicopter, especially night flying, or tasks that involve continuous monitoring, e.g. boring tasks that nevertheless require sustained attention. 

For each resource, two sets of information are required:

· Periods of availability, defined by a series of start and end times. This enables periods of leave, days off, etc. to be specified. 

· The individual tasks to which the given resource can be assigned. 

2.2
Running the program

Once the task and resources have been defined, the optimisation can be started. However, it is possible to specify the input in such a way that the task demands cannot be satisfied with the resources available. In this case, either a warning message will be issued or the process will be terminated.

There are various options that can be selected by the user to change the way in which the optimisation is carried out. On entry to the program, these will be set to default values that should be appropriate in the majority of cases. However, there will be cases where the optimisation may be improved or speeded up by suitable changes (e.g. there is a trade-off between the quality of the solution and the time required to arrive at a solution). The parameters that are under user control are:

· The ‘cost’ function, i.e. the function of fatigue that is to be minimized. This can be defined as the average level of fatigue, as minimax (minimising the maximum fatigue level) or as a weighted combination of the two. The criteria can be applied separately within each resource and between resources. 

· Granularity. This defines the shortest time interval that the optimiser will consider. There is a trade-off between short intervals (quality of solution) and long intervals (computing time). 

· Population size. This specifies the size of the population retained from each generation. Again, there is a trade-off between large (quality of solution) and small (computing time) population sizes. 

· Number of generations. This determines the duration of the optimisation. For complex operations, the number of generations may need to be reduced for a solution to be found within a reasonable time. 

· Elitism. This determines the number of good solutions that are retained on each generation. 

· Mutation. This affects the number of random changes that are made to candidate solutions. 

· Random rate. This determines the rate at which entirely new solutions enter the population. 

Throughout the time the optimiser is running, the user is able to monitor progress on the screen (see Figure 1). The display is updated every time a new optimum solution is found: the new allocation of resources to tasks is updated and an indication of the improvement in the overall fatigue rating is provided. The fatigue associated with each duty period is displayed in a colour-coded format where green represents low levels and red high levels. This enables the user to determine visually whether it is reasonable to terminate the optimisation prematurely. When the process ends, a complete record of the solution history is available, which can be accessed via a scroll bar. 

2.3
Future developments

This version of the software is a prototype that has been produced for testing and evaluation. It is inevitable therefore that it does not include all the features that it is hoped to incorporate into the final version and there are some aspects of the program that will be reviewed. These include:

· the way in which the workload component is characterised. On-going data collection will be used to modify the workload factor so that it more closely represents military environments; 

· the time taken to find an acceptable solution. In some circumstances, particularly where there are few constraints to limit the area of search, the optimiser can take a considerable time to find an acceptable solution. Revisions will be made to the algorithm to improve this aspect of the program. 
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Figure 1: Example screenshot from prototype software 
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