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Abstract

Social Media is designed to be easy to create and disseminate, but can be very difficult to collect, organize, and comprehend.  Many different platforms for social media exist, with differing levels of dominance across countries and social media types.  In addition, social media is produced not only in many different languages, but carries with it the jargon of the internet.  Attempting to make sense of the complete volume of social media is tantamount to trying to comprehend and organize the entire internet, while focusing on a single language or media risks missing important content and emerging trends.  No automated platform exists that provides extensive tools to deal with social media – users are left to use the native social media platforms on their own.

The BBN Magpie system provides a platform for the rapid exploration and discovery of social media content across multiple platforms and in multiple media.  Individual participants of social media networks do not participate equally across the social graph:  some contributors generate vastly more content than others, creating new content and retransmitting content created by other users.  Locating those individuals at the center of the social graph allows rapid understanding and assessment of the content traversing the network.  Magpie sits as a platform on top of existing social media systems such as Twitter and Facebook, allowing its users to build up a shadow profile of contributors they are following, discovering the contributors that are acting as a nexus for social media dissemination.   

Magpie leverages state of the art statistical machine translation technology to make this content available to English speakers.  Once the content is transformed into a single language, additional technologies may be applied to it, including unsupervised topic discovery and clustering.  Topic clustering leverages the linguistic information in the social media, assigning human-readable labels to large groups of content that summarize the underlying media.  Multiple labels may be assigned to a cluster, and content may be a member of multiple clusters, representing the multidimensional informational space of modern media.  Advanced visualizations can leverage this information to allow users to discover novel trends and subtopics as they emerge over time.  

Magpie provides a much-needed machine assist to purely manual approaches at dealing with social media across platforms, languages, and media types.  Additional human language technology can be integrated with Magpie, and data collected by the system may be extracted and ported to other systems for additional analysis.

1.0
THE IMPACT OF SOCIAL MEDIA
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	In a few short years, social media forms have moved from applications used by early adopters of technology to fundamental communication tools used by broad segments of society.  This effect has not been limited to western nations; the social movements sweeping the Middle East have used Facebook and Twitter as key instruments in organizing actions and communicating among their members.  [1]  These new forms of media give popular voice to members of society that extend far beyond traditional, frequently state-owned media outlets in non-Western nations.


The rapid adoption of smartphone technology with international script support has led to an increase in non-English content, as people are able to type in their native languages – placing a barrier to the ability of US personnel to understand the dialogs taking place in this medium.  English, while still the dominant language in Twitter, has stagnated in overall language share as other languages increase at triple digit rates.  As of last year, Arabic is the fastest growing language on Twitter at a rate of 2,146% in the 12 months through October 2011. [4]  This does not include content from other social media sites such as Facebook or Google Plus, or microblogging services popular in mainland China such as Weibo and RenRen.  This last class is notable for having nearly exclusively Chinese content and a dominant market position, since Facebook and Twitter are blocked.

Yet the allure of social media in times of social upheaval or crisis is obvious:  millions of contributors on the ground at significant events act as millions of eyes, and have the ability to operate in real time.  With over 100 million Twitter users producing in excess of 250 million Tweets per day across the world’s languages, [3] monitoring and comprehending the activity of a network such as this as a whole is a challenge.  Top-down approaches must attempt to deal with this massive flow of content head on: Twitter’s content stream is known as the ‘firehose’ for a reason.  Translating all of the non-English tweets would result in a massive computational load, and result in even more data to process by downstream applications.

Instead, properties of social media and the Internet at large can be leveraged to very rapidly locate the centers of gravity in the social graph and leverage the propagation of content through these centers.  Network analyses of social networks show that a small set of users produce between 30% and 90% of all content in the network. [9]  While these figures have been upheld to illustrate the emptiness of the social sphere, in fact this property of the network allows vital content to be discovered by locating the nodes that are propagating it.  The figure below depicts the connectedness of the major Twitter users during the Egypt revolution.  [2]  The size of the nodes indicates the volume of content they generated;  the color of the node indicates the language used.  The largest contributors are writing either in Arabic (red, on the right of the chart) or a mix of Arabic and English (purple, along the center of the cart).
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Figure 1: Communications Patterns on Twitter during the Egyptian Revolution [2].
However, locating the media you want to understand is only part of the problem.  If the media is in a language that you don’t understand, you might as well not have found it at all.
3.0
MEDIA analysis AND HUMAN LANGUAGE TECHNOLOGY

Over the last decade, advances in automated human language processing technologies such as speech recognition and machine translation have opened up new capabilities in processing traditional media forms such as broadcast television and web content.  The GALE program (Global Autonomous Language Exploitation), funded by the US Defense Department’s Defense Advanced Research Projects Agency (DARPA),  focused on  improving the state of the art of automatic machine, and numerous Human Language Technology development programs at the Combating Terrorism Technology Support Office Technical Support Working Group (CTTSO/TSWG) have transferred these advances to operational use.  

Machine translation from both text and automatically transcribed speech is now at a level where content can be reliably searched and gisted for content, and accurate decisions can be made about its relevance to a particular topic.  The graphs in figure 2 show improvements in speech-to-text performance during the GALE program (lefthand columns – lower numbers are better) for both Broadcast News style speech (news anchors) and Broadcast Conversational style speech.
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Figure 2: Performance of Speech Recognition and Machine Translation.
The BBN Multimedia Monitoring System (M3S) is an end-to-end capability for monitoring, translating, storing, and searching a wide variety of open source media across a range of languages, providing users with real-time understanding of news, events, and perceptions around the world. This capability allows skilled linguists and analysts to focus on only the most important content and to disseminate critical information quickly.
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Figure 3: Multimedia Monitoring System Processing Pipeline.
Figure 3 above illustrates the technology pipeline that comprises M3S.  M3S is designed as a distributed web-based system that allows its components and services to be optimally located in proximity to its media sources and human users. The distributed design also supports easy expansion, robust failure recovery, and inter-agency data sharing. 

M3S can be configured to process any combination of inputs (analog broadcast, web text, file-based media), and support any number of channels and users. Each processing channel supports a single language. The system can be expanded to support any number of broadcast channels, web harvesters. Additional channels and harvesters can be added at any time and can support any of the currently available languages. The default turnkey configuration ships with approximately one year of storage per channel; however, the system can be customized to include more storage if required. 

2.0
THE LANGUAGE PROBLEM IN SOCIAL MEDIA

Language in social settings is different than language in formal settings, and social media is no exception.  Mainstream media is marked by its formalisms of style, vocabulary, and dialect.  Speakers or writers of this style of content are attempting to communicate to a broad audience.  Social language incorporates colloquialisms, dialect words, errors of syntax, and many other properties that are useful in social situations but would never be seen in traditional news.

In addition, the Internet, and particular social media forms, have language-like aspects of their own, including unusual forms of grammar, jargon terms, and pseudo-language-like structure.
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Figure 4: The structure of a Tweet.
The figure above depicts a single tweet.  It combines multiple human languages (in this case, Arabic and English) along with links from the internet, pointers to another Twitter user, a form of thematic labeling which functions as a word in its own right, and other metadata.

This form of content presents a challenge to the current state of the art in statistical machine translation.  
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Figure 5: An “Aralish” tweet.
In the example above, a Twitter user writes using a keyboarding method known as “Aralish”, transposing Arabic characters into a combination of English letters and numbers.  This has obvious meaning for the reader, but represents a completely different coding scheme for machine processing.  In addition, this coding is not standardized – individual users may vary how they transcribe certain characters, and regional variation based on Arabic dialect may influence the transcoding.
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Figure 6: Mixing Arabic, English, and Twitter metadata.
Code switching occurs throughout social media, not only from user to user but within a single piece of social media.  As the above example shows, there are three different forms of language content:  Twitter lingo, English, and Arabic.

In this sample from Facebook, social media content includes threaded discussions in both Arabic and English, accompanied by images, user identities, “likes” and other metadata.  The first entry includes a video which contains spoken dialog in Arabic.
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Figure 7: Arabic Facebook Content.

Translation of social media content produces results that are gistable by an English speaker, but will still include significant translation errors both from the use of language and properties of the underlying media.  The tweet below was passed through Language Weaver’s Statistical Machine Translation system, and produced the associated translation:

	اكثر من 7500 قتيل  حسب الاحصائيات الاولية منذ اندلاع الثورة السوريهبسبب انهم يريدوا ان يعيشوا احرارا  #syria @weddady
	More than 7,500 people dead, according to preliminary statistics since the outbreak of the Revolution alswryhbsbb [السوريهبسبب] they want to live as free #Syria @weddady


The Arabic string in square brackets in the English translation is the result of a typing error made by the Twitter user:  a space was omitted between the words السورية  and بسبب, which would have led to the translation “Syrian [Revolution] because they want to live as free”.
4.0
AN OVERVIEW OF MAGPIE

Magpie is an extension of BBN’s core Multimedia Monitoring System capabilities.  Able to operate either as an additional feature to an existing M3S, or as a standalone capability, Magpie provides a core set of capabilities that allow end users to gain access to social media content they could not otherwise understand due to a language barrier.

When joined together, Magpie and M3S provide a unique ability to pair the analysis of new social media forms, ranging from microblogging to social video with digital web text (news, blogs, and forums) and more traditional broadcast news formats.  

Magpie is designed to provide the following core capabilities, as well as acting as a platform for additional future functionality.

4.1
Overlay Profile Management

Participants in social media networks typically have the option of publishing content openly to any reader or restricting it to their personal group.  Sharing varies by platform:  Twitter users tend to be very open in sharing their Twitter “timeline,” whereas Facebook is a much more closed environment.  Exceptions to the rule exist:  the Facebook page used by the Egyptian protestors can be read by anyone on the Internet.

Magpie allows users to create an “overlay profile” on one or more social networks.  The overlay profile capability allows the creation of a social network that mirrors that found on the underlying social media platform, but allows the user to treat the content from all the underlying platforms with a single, uniform interface.  Users of Magpie can browse the content created by the users of the constituent social networks, adding “followers” to broaden the content they collect.  

4.2
Harvesting, Translation, and Storage of Content
The Magpie Harvesting subsystem harvests, translates, and stores social media content, based on the shadow profile set up by the user.  Harvesting will include not only the text of the social media posting, but any metadata such as geotags, hashtags (keywords added by Twitter users to indicate the topic of a posting), user references, URLs, profile pictures, and other metadata such as topic threading (Facebook) and retweet information (Twitter).   This will allow users to accurately reconstruct the interactions happening across their personal social media network.

As with broadcast and traditional Web text, Magpie will preserve the original source language text in parallel with any machine-translated or human-translated versions.  This allows validation of the use of language by a human linguist when one is available.

This harvested and translated content then forms a parallel archive of social media in its native form (with associated metadata content) and translated text in English which can be searched.  Users can set up keyword-based alerts for specific terms or words that they wish to find in the content stream, allowing them to rapidly locate content of interest.

4.3
Tracking of Emerging Topics and Themes

Once a user has created an overlay profile and is successfully processing content, the Magpie system will alert him or her to emerging topics and themes within the personal network.  New topics and themes will be discovered via a number of techniques, such as monitoring when new hashtags are introduced into Twitter timelines, indicating a novel event, and automatically generating topics and thematic clusters using BBN’s Unsupervised Topic Discovery (UTD) component.[11]  UTD topic labels human readable, and are generated based on high-value content words and names drawn from the content itself, rather than based on static human-generated label sets.

4.4
Cross-platform Identity and Topic Correlation

Participants in social media networks may not limit their participation to a single network, and topics and themes that arise on one social media network may move to another.  Tracking the interactions between social media networks may reveal important properties about their users and the topics they are communicating about.  For example, during the Egyptian revolution, both Facebook and Twitter alike were used to disseminate information about the protests when traditional media outlets were blacked out.  

Magpie users may make links between users on differing networks, flagging them as a single user and causing their content to be associated by the system.  BBN’s UTD system will cluster content without regard to social media network, allowing content with similar or identical topics to appear in the same automatically generated cluster, and eventually to be linked to other disparate forms of media, including television and web content.

4.5
Language and Dialect Identification

As described above, the use of language is a central problem in social media analysis.  The language used on social media networks may not be obvious solely from the script used to render it.  Postings may include content transliterated into ASCII-compatible characters, local dialects may be employed, and “Internet-speak” may be liberally interspersed throughout.  Magpie will leverage multiple techniques to accurately identify the language and dialect used by the content creator, including linguistic (such as the dialect identification tool developed by Columbia University) [8], geographic, metadata based (leveraging any known name of the content creator), and other techniques.  This will result in improved automatic translation of the harvested text.

4.6
Custom Dictionary Creation and Management 

Statistical Machine Translation systems typically operate with a known, fixed dictionary – but the real world does not have a similar property.  New words, and in particular, new names, come into being as events happen and the world changes.  One way to improve overall machine translation performance on new keywords is through the use of user-generated term dictionaries.  These dictionaries allow the end user to provide translations of specific words or short phrases that they later wish to search for.  When these words are encountered in the target language, the machine translation system will disregard the statistical model and use the dictionary to perform a literal translation, which can later be used for searches.

4.7
Sentiment Analysis 

Unlike mainstream media, which typically attempts to present both sides of an issue, social media contains numerous expressions of sentiment about particular issues – typically personal to the author.  Automatic categorization and measurement of sentiment, combined with geolocation or topic analysis allows a rapid assessment of popular opinion as it relates to a real-world issue.  Automatic sentiment assessment has been a subject of much research in recent years, primarily focused on commercial issues such as movie reviews.  Tools such as MITRE’s SASCA engine[10] have been applied on open-source newswire-style text with success in this domain.  MAGPIE will provide a similar capability in the social media arena to allow the sentiment of user-created content to be assessed in the aggregate. 

4.8
Network Visualization

Users of social media create rich content that results in the definition of social networks between the participants.  These social networks are composed of multiple variables:  they are often explicit, as indicated by the “tweeter-follower” relationship on Twitter, or the “friend” relationship on Facebook, or they may be implicit, as indicated by the use of hashtags and retweets on Twitter, or by two Facebook participants sharing the same content.  Magpie will include a robust set of link analysis visualizations that allow the user to explore these explicit and implicit networks, rapidly assessing the participation of the communicants and understanding how content and relationships flow through the network.

4.9
Data Translation and Export

Any social media content harvested and stored by the Magpie subsystem may be translated manually by a human linguist using the BBN Clip Editor, and any resulting artifacts can be easily exported to Microsoft Word or other third party tools.  The content inside Magpie and M3S is stored in portable XML-based formats allowing it to interact with other systems either via data or a simple API.

5.0
CONCLUSION

Magpie is currently under development and exists as a prototype capability that should be available later in 2012.  This work was sponsored by the Combatting Terrorism Technology Support Office (CTTSO/TSWG) of the United States Department of Defense under Navy Contract N41756-11-C-3878.  The first release is projected to focus on Twitter and other microblogging formats, with later releases emphasizing other social media platforms.
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