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abstract

Extracting opinions, or sentiments from social media is a technically challenging problem, and successfully addressing it would provide capabilities for area experts and policy makers to better understand the concerns of people in a region and track reactions to events in near real time. Our research has examined various forms of social media (primarily Twitter, Facebook, and online forums) in the developing world, with a focus on Nigeria. To this end, the major goal of our ONR-sponsored project is to apply natural language processing (NLP) techniques to extract opinions expressed about salient topics in social media in Nigeria and validate the reliability of this online opinion by comparing it to traditional poll results. This goal is strongly dependent on, however, accurately characterizing the population that is present on social media sites since the views expressed there may be from a population of people who are not representative of the region as a whole. 

Our work-to-date has focused on developing methods to help us better understand who is using social media in country of strategic interest, Nigeria, looking at methods to infer a user’s location, as well as demographic attributes such as ethnicity and gender. We argue that understanding the spatial and demographic distribution of the online population will allow us to examine interesting local effects in sentiment, while providing us an opportunity to compare online sentiment to the subset of polling data most comparable (e.g. if the poll provides results by age breakdown or by regional breakdown). Working with user metadata and user content from Twitter, we have developed methods to geolocate users to the state level, and to infer their ethnic background and gender.

We will describe our data collection approaches for sampling Twitter data from Nigeria and methods for inferring user location, ethnicity and gender. We found that social media data is heavily skewed to the south of the county with the Muslim-dominated north under represented. We also demonstrate the demographic categories such as ethnicity and gender, which are not always explicitly given for social media users, can be predicted with reasonable accuracy using machine learning techniques.  

1.0
INtroduction

User generated content is not new to the internet; Usenet forums, for example, date back to 1980, as does CompuServe’s chat service. Not until the advent of the World Wide Web in the mid-1990’s, did such computer mediated communication find an mass audience. With the increasing, recent popularity of social networking sites such as Facebook and Twitter, a significant percentage of the world’s population are online, interacting with each other and generating their own content. The use of these public channels of communication, what we call social media, is also becoming increasing tied to the use of mobile devices, and with growing support for non-Latin character sets, such as Arabic, making this technology available to increasing numbers of people in the developing world.

Social media provides is unmediated and free, allowing people to self-publish and connect with other people. While much of the content relates to people’s personal lives [1], it also captures their opinions about public affairs and their reactions to events. There has been much interest in what can be determined about public opinion from social media and there is a growing body of academic work on this subject and commercial interest in building systems that can deliver sentiment analysis results. Before inferences can be made from sentiments expressed online, however, spatial and demographic characteristics of the on line population need to be determined. Since location and demographic attributes such as gender and ethnicity are not always available for social media users, automated methods for inferring these attributes are required.  Focusing on the West African nation of Nigeria, we describe automated methods for determining the location of Twitter users and determining their ethnicity and gender, allowing us to better characterize the online population.

In the following sections we will discuss our methods for collecting data, and inferring user location, gender, and ethnicity. Our results show an extreme skew in Twitter coverage toward Nigeria’s southern states, with the North of the country under represented in the data. We also describe experiments in inferring user’s ethnicity and gender using machine learning, both of these being categories that are not explicitly available in Twitter data. Our work demonstrates a useful scenario for practitioners who are interested in social media as a source of opinion date for developing a clearer picture of from where and who and where this content is coming from.  

2.0
Data Collection
We were interested in collecting publicly-available content that could be associated with a particular geographic location, and, among all other sources of social media data, Twitter provides the most straightforward interface, using the variety of APIs they provide, for obtaining large volumes of data from a particular region. 

To collect tweets from Nigeria, we used the Twitter Search API
 and its geocode method which accepts a position in latitude and longitude and a radius in miles. We ran queries for 45 Nigerian cities with populations over 100,000, using a radius of 40 miles. Since the geocode method only gives a sample of tweets from a given location, some of the tweets of users identified by Twitter as being in the queried region will not be captured. To mitigate this, we used the search API’s search method to obtain all of these user's tweets. Twitter data is somewhat volatile, however, and only the most recent tweets of these users are available when they are first identified. Subsequent to that, the Twitter streams of these users are persistently polled using the API, resulting in the capture of what is likely to be a large percentage of their content. Since Twitter does not release country-by-country usage statistics we do not know how representative a sample we have of tweets in Nigeria. Given that we are attempting to gather all tweets for users identified as being in the region, we may be at least exceeding the 1% of tweets promised by Twitter when using their rate limited streaming API. Using this method we collected 131,047,352 tweets, representing 685,152 users from April 2010 through October 2011.

3.0
User attributes

3.1
Location

Nigeria has a population of 170 million people and has distinct regional differences in terms of religion and ethnicity. For example the South West region of the country is dominated by the Yoruba ethnic group, the South East by the Igbo, and the north by the Hausa Fulani. There is also a distinct religious divide in the country, the North being mostly Muslim – with a number of the northern states under different degrees of Sharia law – and the South mostly Christian. Such regional demographic heterogeneity is critical to use in evaluating any assessment of social media for use in gauging people’s opinions and attitudes in a country. This requires methods to accurately assign a user and their content to a specific location or a particular sub-region of a country. 

The meta-data returned for each tweet via the geocode method contains location information from two sources: a field containing the location from the user’s profile and a field containing a latitude/longitude pair populated using the optional geotagging feature supported by mobile Twitter clients (users must opt-in to use this feature). We use these fields to calculate a user’s location at the time of the tweet. If the profile location is a latitude/longitude pair (either from a mobile client updating the profile location or from the geotagging feature) we use the Geonames web service
 to find all locations within 25 miles of the coordinates and choose the closest populated place. If the location is given as a string, Geonames is queried with the string for a match. The geographic information returned by Geonames includes a place name, administrative levels, country code, latitude and longitude. For our work, we used the geotagging location, if present. Otherwise, user location was based on the profile location.

Using this technique we found 398,534 users who had at least one location in Nigeria. For each user, we determined which Nigerian state they were in (based on the Geonames administrative level information) when they updated their status, and retained this value for our analysis. For each tweet, we assign it the most recent location identified for the user.

The algorithm used by the Twitter API to determine whether a tweet is from a particular location is error prone, making techniques such as that described above essential in order to verify whether the twitter user is in the actual queried location. There appear to be two major types of error: tweets containing coordinate meta-data that represented locations outside the queried area, and location names from user profiles that are erroneously mapped to the target region. For example, out of 941,929 unique user locations that came from coordinate meta-data, 10% were for locations outside Nigeria. Examples of errors of the second type include tweets with user locations such as “wishing i was on the beach” and “close 2 u” being returned from queries for certain cities in Nigeria. These types of errors demonstrate that the accuracy of the API in assigning content to a location needs to be taken into account.

We looked at the distribution of users across the seven geopolitical zones of Nigeria. For all users, we used as their location the resolved location (as mapped to geopolitical zone) of their most recent tweet as of October 6, 2011. Figure 1 shows a map of Nigeria and the distribution of the 347,441 Twitter users that we were able to locate to the state level or below. In this map, we associate each state with the one of the seven geopolitical zones that, by convention, Nigeria is commonly divided into. The South West geopolitical zone, which includes Lagos, is dominant, and significant numbers of users are represented in the South East zone and the Federal Capitol Territory (Abuja). The South South zone (encompassing the Niger Delta) and the North West zone (which includes the major cities of Kaduna and Kano) show much less representation. The North Central and North East zones show the least representation.
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Figure 1: Distribution of Twitter Users in Nigeria based on 347,441 users.

The geographic skew of the data toward the south of the country has implications for analyzing Twitter content. In particular, these results indicate that the Twitter data collected under-represents one of the major ethnic groups: the Hausa-Fulani ethnic group whose people tend to live in the northern part of Nigerian, tend to be poorer, and have higher illiteracy rates than other major ethnic groups. The Hausa-Fulani population in the north often has views much different than other Nigerians. One example is the support for Sharia law in the northern states. Another example is that President Goodluck Jonathan did not win any of the northern states in the 2011 Presidential election, but won all but one of the southern states. The skewed spatial distribution of content within the country makes clear that when drawing conclusions from this data in regard to public opinion, care must be taken because important demographic segments of the population may be excluded from the sample.

3.2
Ethnicity

Ethnicity as a demographic category has historically been of great importance in Nigeria. There are approximately 300 ethnic groups in the country, but three ethnicities are dominant in terms of representation in the population: Hausa-Fulani, Igbo, and Yoruba. The Hausa-Fulani group is predominately Islamic and tends to live in the North. The Igbo, predominately Christian, is dominant in the South East. The Yoruba are split equally between Islam and Christianity and dominate the South West. Each ethnicity also represents a linguistic group and, in addition to English, Hausa-Fulani, Igbo and Yoruba are all recognized as the official languages of Nigeria.

There is not a field in a Twitter user profile for ethnicity, however, so there is no direct way to determine which ethnic group a person belongs to. If users give their actual names in their profiles, the ethnicity of the name can be inferred since there are distinct orthographic differences between the Latin-script-based written forms of the three languages. Names may not tell the whole story, however, since intermarriage is common across ethnic groups and a person's own ethnic identification may not match the language that their first name or surname originates from. Using names are also problematic on Twitter since the social norms of the site do not require a person to give their actual name, unlike on Facebook or Google+. Users, for example, may give a nickname, nonsense name, or incorporate special characters into their name. Organizations and businesses also have Twitter feeds, so the name field may not even be a person's name. Taking all of these potential sources of noise into account, we wanted to test just how effective names are in inferring the relative distribution of the three major ethnicities on Twitter.

We began by building language models of names from each ethnic group, via using sets of names that were exclusive to each of these three groups. We used the Lingpipe LMClassifier implementation
 which creates a joint probability-based classifier across language models. Training data for Igbo and Yoruba names was taken from online baby name lists, and for Hausa names from the follower list of the BBC Hausa service’s Twitter account. For non-Hausa/Igbo/Yoruba names, we took the list of most popular first names from the 2000 United States Census. Using n-gram language models with a maximum n-gram length of five, the classifier had an overall accuracy of 99%, with each individual language model having accuracies of 99%. The performance of this classifier on the same training date is a major improvement on results we previously reported on a Support Vector Machine (SVM) [2] trained on unigram and affix features [3].

Table 1: Ethnicity as based on surname for 77,653 users.

	Ethnicity
	Total Users
	User Percentage

	Hausa
	17,213
	22.75

	Igbo
	14,107
	18.65

	Yoruba
	15,140
	20.01

	Other
	29,193
	38.59


We began with a set of 210,076 users whose most recent status was determined to have been in Nigeria, and we had profile names for. We eliminated users with names that had non-alphabetic characters, excepting apostrophes, had names that were obviously the names of organizations or business, or were in camel case. We also removed titles and honorifics from the names. This left us with a list of 180,494 users. Next, we ran the classifier on surnames. If a user only gave a single name as their name, we ignored that user. Using a probability threshold of 0.90 for the classifier result gave us a list of 75,653 users. The classification results are shown in Table 1.

There is no official census data on the distribution of ethnic groups in Nigeria, though some surveys carried out in the country do ask what languages are spoken in the home. Taking the results of this survey question as a surrogate for ground truth data about ethnicity, we compared our results to aggregated results from the Afrobarometer survey
 from the years 1999 through 2008 and found a correlation of 0.67 across all regions. We next looked at the classification results for the three northern geopolitical zones, the South East zone, and the South West zone. These regions are dominated by the Hausa, Igbo, and Yoruba groups, respectively. The data from the northern regions, as expected, the largest group of names was classified as Hausa. For the South West region, the largest group of names was classified as other, and though Yoruba outnumber Hausa names they do not appear to by significant degree. Focusing on surnames alone is likely to under represent the Yoruba population since many Yoruba are Muslim and have Arabic-derived last names and the Hausa language model is sensitive to Arabic names. For the South East region, Igbo names dominate both Hausa and Yoruba names, as expected. For both the South West and South West regions, other names are dominant. A random inspection of the names suggested that the other language model is identifying mostly English names, though a few names appear to come from minority ethnic groups. More work is required to determine if the over representation of English names is due to native Nigerians with anglicized names or foreign ex-patriots.
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Figure 2: Predicted user ethnicity distributions for Northern, 
South west and South East geo-political zones.

3.4
Gender

The Nigerian population is, roughly, equally distributed between men and women [4], though based on the reported statistics for Facebook, which includes a field for sex in user profiles, the distribution on that social media site is three-to-one in favour of men [5]. Since Twitter, unlike Facebook, does not include a field for gender, we investigated how to infer a user’s gender from their posted content [in press] using a supervised machine learning approach. Our training data came from Nigerian Twitter by matching the first names from their profiles with the first names taken from Nigerian Facebook users since those users are already self-labeled for gender. We collected posts from a number of Nigerian Facebook pages for political figures and movements. For those users whose profiles were public, we collected name and gender pairs using the Facebook Graph API. Looking only at first names that were associated solely with one gender, we obtained 6,680 female and 30,244 male unique names from Facebook. After normalizing the Twitter user’s names by removing honorifics and titles, and eliminating Twitter accounts for organizations or businesses, we matched the rightmost string in the name with labeled first names from Facebook. For example, “Mr. Nuhu Ribadu” would be normalized to “Nuhu Ribadu” and matched to the male-labeled first name “Nuhu” from Facebook. This process gave us a total of 19,646 labeled users divided between 6,968 females and 12,678 males with a total of approximately 19 million tweets. Finally, we restricted our work to only those users for whom we had 50 or more tweets, so that only people who showed significant activity on the site were used for classification. This gave us 11,155 labeled users, with 4,034 females and 7,119 males, and reduced the total tweet count to 18.5 million tweets. Using this collection of user tweets, we trained and tested an SVM using Monte Carlo trials over random 70/30 training test splits. Unigram features gave us accuracy and F-scores of 80%. The highest weighted unigram features for women and men are shown in Figures 3 and 4, respectively, showing some interesting differences in the language used by women in men, as well as their topical interests. For women, relationship oriented words, emotive expressions (OMG, aww), and devotional language are common. For men, soccer appears to be a dominant topic, and profanity and references to sex are common. Our next steps will include expanding gender classification to all users we have identified in Nigeria, though the statistics for Facebook appear to carry through to Twitter in terms of the channel being male-dominated.
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Figure 3: Highest weighted unigram features for women from SVM model.
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Figure 4: Highest weighted unigram features for men from SVM model.
4.0
Conclusion

We have discussed social media's potential use as a data source for gaining insights into public opinion, particularly in the developing world where its usage is accelerating. Focusing on Nigeria, we discuss how to collect Twitter content authored there, and methods for verifying a user's location and locating them to the state level or below. We found that Twitter usage in Nigeria is heavily skewed to the south western region as well as the capitol, Abuja. In comparison, the northern region, which is predominately Muslim, has much less Twitter coverage even though it contains major cities such as Kano and Kaduna.. This illustrates why understanding the regional distribution of social media use since country data can be extremely skewed, with no data from significant regions. Given that demographic attributes for users are often not directly available for social media users, we describe a method for inferring a user's ethnicity from the surname given in their profile, though we found that the inferred ethnic distribution correlated well with survey data on the languages spoken at home. We also reported classification results on inferring gender from the content of tweets, showing that Twitter is accurately capturing not-so-subtle differences in how men and women express themselves. While we did not apply gender classification to our entire dataset, statistics from Facebook show that men out number women three-to-one in Nigerian Facebook. Matches of first names given by twitter users to gender–specific names from Nigerian Facebook users suggest male dominance on Twitter as well. We argue that an understanding of the spatial and demographic distribution of users is a requirement for being able to interpret sentiment extracted from social media. Our future work will build on our methods for characterizing the online population in applying sentiment extraction to the date we have collected from Nigeria. Spatial and demographic attributes inferred for users will allow us to carefully align online opinion with traditional survey results and allow us to develop a better understanding of how well social media captures opinion.
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