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ABSTRACT
We present a set of new military manpower planning tools that were developed by the Royal Military Academy (RMA) in Brussels in close cooperation with the Directorate General Human Resources (DGHR) of the Belgian Defence between 2006 and 2008. The aim of this project was the development of a coherent manpower model and an associated manpower planning toolbox that can be used by the military manpower planners of the DGHR for short, medium and long term manpower planning, and this for the entire manpower population of the Belgian Defence, including the civilian personnel.

We developed two separate models: a steady-state model and a dynamic model. The steady-state model is based on stochastic Markov chain theory and is intended for long term steady-state forecasting. It is in essence a theoretic model, as it doesn’t take the actual current manpower situation into account. It shows the steady-state manpower situation that would be attained if a certain policy were to be maintained for a prolonged period of time. This manpower situation represents a steady-state situation: its age and rank structure can be maintained indefinitely, simply by continuing to apply the same policy. This is obviously a very desirable characteristic of a manpower distribution from a managerial point of view. If the manpower planner can identify the age and rank structure that fits the organisational framework required to fulfil the operational missions of the Belgian Defence, then we suggest that the steady-state manpower situation that fits those requirements corresponds with an “ideal” manpower population for the organisation.
The second model is a dynamic model based on stochastic discrete event simulation. The main conceptual difference with the steady-state model is that this model is not theoretical but realistic: it interfaces with the day-to-day manpower management database and uses the actual current manpower distribution as its starting point. This model can be used for short, medium and long term manpower planning in a transient system state. Furthermore, the simulation methodology used gives the user the opportunity to assess the impact of the inherent stochasticity of the real-world environment. The dynamic model includes a search module, which uses a heuristic search algorithm in order to assist the manpower planner in identifying the most efficient manpower policy in a number of different scenarios.
In the remainder of this paper we will further explain the architecture of both the steady-state and the dynamic model.

1. MILITARY MANPOWER PLANNING IN THE LITERATURE
We can distinguish four major approaches to military manpower planning models in the literature: Markov chain models, mathematical optimisation models, system dynamics models and computer simulation models. Wang (2005) provides a review of all four approaches.

Markov Chain Models are the most numerously represented in the literature. Grinold and Marshall (1977) and Bartholomew et al (1991) provide an extensive description of this approach. Markov Chain models have been used for military applications in the CFSM model (Combat Force Sustainment Model) of the Australian Army (Richmond et al (2002)) and the TOPLINE model (Total Officer Personnel Objective Structure for the Line Officer Force) of the US Air Force (Jaquette et al (1977)). Skulj et al (2008) performed a manpower planning case study for the Slovenian Armed Forces using a Markov Chain model and the steady-state model for the Belgian Defence described in this paper and in Van Utterbeeck et al (2007) is based on this approach as well. Examples of civilian applications include De Feyter (2007) and Raghavendra (1991).

Mathematical optimisation models are based on classical operations research techniques such as linear programming, integer programming, goal programming or dynamic programming. They are mostly used to model smaller portions of the total manpower system. Linear programming models have been used by the United Kingdom for a simplified two-rank workforce system for the Royal Air Force (Morgan (1970)) and by the Canadian Armed Forces for a pilot training-employment model (Clough et al (1970)). “The Army Training Mix Model” (Murty et al (1995)) is a mixed integer programming model developed for the US Army Training and doctrine Command. A military application of goal programming is found in the ASCAR model (Accession Supply Costing and Requirements) of the US Office of the Assistant Secretary of Defense (Collins et al (1983)) which is used to evaluate the recruitment for the All Volunteer Armed Forces. McGinnis and Fernandez-Gaucherand (1994) gives an example of a dynamic programming model for the US Army basic combat training program.

System Dynamics models seem less popular in the manpower planning literature. They are mostly appropriate for the qualitative investigation of complex dynamic systems. Non-published military examples mentioned by Wang (2005) include the Army Black Hawk Pilot Model in the United Kingdom and a Naval Workforce Planning application by the Australian Defence Science and Technology Organisation.

Simulation models are used to study the behaviour of complex real-world systems which cannot be solved analytically. Law and Kelton (1991) and Banks (1998) give an overview of this approach. Military applications include a pilot training model for the US Air Force (Mooz (1970)) and McGinnis et al (1994) which describes a model investigating the impact of a policy change on the US Army Officer’s supply. Due to the highly complex nature of the mixed career concept and the inherent stochasticity of several aspects of the system’s behaviour, we selected this approach to develop the dynamic model for manpower planning in the Belgian Defence described in this paper. This dynamic model is described in more detail in Van Utterbeeck et al (2009). 
2. THE STEADY STATE MODEL

2.1. Mathematical model
The approach presented here is based on the work of (Grinold and Marshall 1977) and (Bartholomew et al. 1991). 

We consider an organization with a manpower system consisting of N discrete manpower classes (n=1, 2, …, N), where n=0 refers to the external world (both the source for recruitment and the sink for people who leave the organization). We will observe the manpower system at certain observation points t (t=1, 2, …). We call the time interval between t-1 and t the period t. We define si(t) as the manpower stock in class i at observation point t. The vector s(t)=[s1(t), s2(t), …, sN(t)] gives the manpower stock of the complete organisation at observation point t. We further define the flow fij(t) as the number of persons that belong to manpower class i at the start of period t and belong to manpower class j at the end of period t. 
We assume that this flow can be expressed as a fraction of the stock in class i at observation point t-1, and that this fraction is independent of both time and the manpower stock in class i: 
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for i = 1, 2, …, N and j = 0, 1, …, N. 

We can then write the manpower stock in function of the incoming flows:
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We define f0(t) as the N-vector containing the recruitment flows f0j(t) and Q as the NxN-matrix containing the qji’s. When we write (2) in matrix form this gives:
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The first term of (3) contains the recruitments while the second term contains the internal flows. This expression allows us to calculate the manpower stock at any observation point t if we know Q, the stock at an earlier observation point (typically s(0)) and the recruitment during the intervening periods. 

We now consider that the size of our system remains constant and that all vacancies are filled at each observation point. We define the recruitment vector r as the Nx1-matrix [r1, r2, …, rN]T, where rj is the fraction of the total (external) recruitment that enters the system in class j. We also define the attrition vector a as the 1xN-matrix [a1, a2, …, aN], where aj=q0j, the fraction of the manpower stock in class j that leaves the system during a given period. The number of vacancies created by persons leaving the system in period t now equals
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. As these are all filled, the external recruitment into each class can be written as follows:


[image: image5.wmf]å

=

-

=

N

i

i

i

j

j

t

s

a

r

t

f

1

0

)

1

(

)

(

.

(4)

Inserting (4) into (2) gives:
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for j=1, 2, …,N. Finally, we define 
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(6)

Expression (6) has the same structure as the transition equations for a stochastic Markov chain. The matrix P is a stochastic matrix: all its elements are obviously non-negative and the column sums are all 1:
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(7) follows directly from 
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. The Perron-Frobenius theorem ensures that the largest eigenvalue associated with a stochastic matrix is always 1.

If our manpower system reaches steady-state, then the manpower stocks become time-independent and (6) becomes:

s=Ps. 




(8)

In other words: the steady-state distribution of the manpower stocks is given by the eigenvector of P associated with the eigenvalue 1. This eigenvector always exists, as P is a stochastic matrix. Multiplication of the eigenvector with the total manpower stock of the system yields the manpower in each class in steady-state. 

2.2 Implementation
Figure 1 below gives a conceptual overview of the architecture of the steady state model. 
[image: image12.emf]MATLAB calculator

Legislation

Planning

Policy

Environment

Graphs and 

Statistics

MATLAB calculator

Legislation Legislation

Planning Planning

Policy Policy

Environment Environment

Graphs and 

Statistics


Figure 1: the steady-state model
We implemented the mathematical model described above in Matlab. We use Excel for the input and output, while the Excellink add-in (delivered with Matlab) assures the interface between Matlab and Excel. The utilisation of the model can be subdivided into three phases, which are described below.

The length of the period t is set to 1 year. Each manpower class in the Belgian Defence model is characterized by the age, rank and tenure in rank of its members. For instance all the 30-year old sergeants with 2 years of tenure in their rank share the same class. Some classes are further subdivided into subclasses to overcome the inherently memoryless structure of a Markovian model: this is for instance the case for those classes where certain flows depend on the previous successful completion of an exam. The model is subdivided into 9 sub models representing coherent groups of manpower classes with few interactions. This was both done to diminish the run time and to reflect the internal organisation of the manpower planning office.  

Phase 1: defining the legal framework

The tool contains a separate Excel worksheet for every sub model which defines the legal framework. This sheet contains parameters such as for instance the minimum and maximum recruitment age, the retirement age, the minimum tenure in a given rank to be eligible for promotion, etc.
The worksheet contains a button which will create the parameter input sheet for phase 2. This involves the calculation of the maximum tenure attainable in every rank, as well as the minimum and maximum age within each combination rank-tenure, and the creation of a function which maps the triplet (rank, tenure, age) to (1, 2, …,N), with N being the number of manpower classes required to model the selected legal framework. 

Phase 2: setting the simulation parameters

Before the steady-state distribution can be calculated, the user has to define all the parameters governing the various flows in the system. We distinguish three types of parameters:

· Policy parameters: these reflect options chosen by the human resources manager, most of these parameters govern the recruitment and promotion policy. These parameters represent the main degree of freedom for the users of the model.

· Environmental parameters: these reflect external factors which influence the manpower flows but which are largely outside the sphere of influence of the human resources manager, for example attrition due to resignation or death and failure rates for formations and exams. These parameters are typically based on historical data, and must be estimated when such data is lacking.
· Planning parameters: planning parameters are fixed by the human resources manager and are mostly concerned with the timing of certain events.

The sub model for officers for example contains over 500 parameters, although a large part of these are optional (many parameters can be defined either for the entire system, by rank, or by combination of rank and tenure). 

Upon completion of the parameter sheet, a simple button-click starts the calculation of Q, r and a in Matlab. These values are then used to calculate P and finally the eigenvector of P for eigenvalue 1. This eigenvector is then returned to excel in order to create the various output sheets.

One of the main disadvantages of this modelling approach is that the model requires that parameters governing flows are defined as percentages of the manpower stock in a certain class (as shown by expression (1) above), while human resource managers prefer to think in absolute numbers. The parameter input sheet tries to accommodate this disadvantage by the inclusion of mirror-duplicates of every parameter table, which display the absolute values corresponding to every parameter after the execution of the model. Moreover, the model contains a tool which allows the iterative calculation of certain parameter values in order to attain desired absolute numbers. 

Phase 3: output

The tool creates several output sheets in Excel, which provide summaries of the various stocks and flows, as well as derived information (such as for instance associated personnel costs), in both numerical and graphical formats. A separate post-hoc analysis sheet allows the user to impose limits on the manpower stocks in certain ranks or combination of ranks, an important feature as these limits are imposed by law. Figure 2 below shows a typical example of a graphical output for the officers sub model.
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Figure 2: output example (steady state manpower stock distribution 
by age and rank for officers)
3. THE DYNAMIC MODEL

3.1. Simulation model

The model is a stochastic discrete event computer simulation model and can be subdivided in 16 modules: a timing module, a routing module, a recruitment module, and 13 modules which correspond with 13 distinct possible career phases. These modules are described in detail in Van Utterbeeck et al (2009). The model is able to simulate the complete military career of soldiers of any rank, from recruitment until retirement. The level of detail included in the model goes a step further than the steady state model: whereas the steady state model aggregates individuals mainly based on their rank, most parameters of the dynamic model are defined based on the combined values of the soldier’s rank and job type (e.g. infantry soldier, paratrooper, engineer, fighter pilot).
The basic entity in the model is the individual soldier. We have defined a set of over 20 attributes (e.g. rank, date of birth, date of last promotion) which completely defines the status of each soldier at any given point in time. The timing of the model is based on a monthly cycle (whereas the steady state model is based on a yearly cycle). New entities are created in the recruitment module. Subsequently they are sent to the routing module where their attributes are read and saved to an output file. Then they are held there until the timing module announces the beginning of a new month, when they are released and routed to the module corresponding with the appropriate career phase for the individual. This module performs the update of the entity’s attributes and logs all the important transitions to a log file. After the update the entity is once again sent to the routing module, where the soldier’s attributes are exported to a log file and the wait for the next month can begin. This top-level system logic followed by every entity is illustrated in Figure 3.
[image: image14.emf]output attributes

wait until start

next month

monthly update

(logic depends

on career phase)

leaves 

defence?

recruitment

exit

yes no


Figure 3: top-level system logic

3.2 Implementation
We implemented the simulation model described above in ARENA (Kelton et al (2004)). Once again, we use Excel for the input and output, while VBA code is used for the interface between ARENA and Excel. Because of the sheer size of the output data produced, it is written into simple text files using a predefined format. The required information can then be imported into the excel output sheets using a set of VBA macro’s. Figure 4 below gives a conceptual overview of the architecture of the dynamic model. The utilisation of the model is summarized in the phases below.
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Figure 4: the dynamic model
Phase 1: setting the simulation parameters

First of all the user has to set the run length of the simulation model. Typical values are 3, 5, 10 or 20 years. Furthermore he has to define the number of replications of the model that he wants to execute. A larger number of replications will increase the precision of the interval estimators associated with the output performance measures of the model. We recommend running at least 10 replications. As the model is a stochastic simulation model, we stress that it would be unwise to base conclusions on the result of a single replication.
The dynamic model requires two excel workbooks as input. The first workbook contains all the values defining the legislation, environment, planning and policy parameters. The description of these variables provided in section 2.2 remains applicable. Contrary to the steady-state model (which is subdivided into 9 sub-models), there is a single workbook containing the parameters for all personnel categories. This workbook can either contain a single worksheet (albeit a huge one, with over 4000 lines containing several thousand parameters), or several numbered worksheets. If a single worksheet is used, then the parameters will remain constant over time. If multiple worksheets are provided, then the parameters remain valid for one year of simulated time, at which point they are replaced by the values in the worksheet with the next higher number. The values in the worksheet with the highest number remain valid for the remainder of the simulation time.

Furthermore the dynamic model requires an excel workbook containing the initial manpower situation. This workbook contains a line for every individual in the initial manpower, while the columns contain the values for all the required attributes of the entity that will be created to represent the individual in the simulation model. In future work, a query tool will be created which accesses the database used for the day-to-day personnel management and creates automatic “snapshots” of the exact current population containing all the required data for the dynamic model. 
If the user wants to run the dynamic model for a subset of the personnel, then it suffices to limit the contents of the workbook with the initial manpower situation to the individuals of the interest group. The workbook containing the parameter data is clearly subdivided in sections corresponding with the main personnel categories, and unnecessary sections may of course be ignored.
 Phase 2: output
The outputs of the simulation model are text-based log files which contain the “history” generated by the simulator, i.e. the evolution of the manpower population over time as well as a log of all the important transitions (e.g. promotion or retirement). The final component is a set of excel workbooks containing macro’s for the creation of statistics, custom reports and (animated) graphics based on the log files. 
Figures 5 to 7 below give some examples of typical graphical representations (titles are in Dutch, as these are screenshots from the actual model). Figure 5 shows a possible evolution of the manpower stocks in the various ranks of the officer’s career between 2008 and 2035. Figure 6 shows a possible evolution of the age distribution of a manpower population: each line in this graph corresponds with the age distribution at a certain moment in time and the time interval between the different lines is 4 years. This type of graph also exists in an animated form which illustrates the evolution of the age distribution through time, as shown in Figure 7. This example shows 4 screenshots from an animated graph of a possible evolution of the manpower age distribution in the soldier’s career over the next 30 years (note that the scale on the y-axis is not constant). The coloured surfaces correspond with different ranks. Other examples of typical graphs include the evolution of the manpower cost through time or the evolution of the occurrence of a specific type of transition.

[image: image16.emf]Evolutie Personeel

0

500

1000

1500

2000

2500

3000

3500

4000

No

v-

08

No

v-

09

No

v-

10

No

v-

11

No

v-

12

No

v-

13

No

v-

14

No

v-

15

No

v-

16

No

v-

17

No

v-

18

No

v-

19

No

v-

20

No

v-

21

No

v-

22

No

v-

23

No

v-

24

No

v-

25

No

v-

26

No

v-

27

No

v-

28

No

v-

29

No

v-

30

No

v-

31

No

v-

32

No

v-

33

No

v-

34

No

v-

35

Jaar

Aantallen

GEN

LTG

GMJ

BGD

KOL

LCL

MAJ

CDT

CPN

1LT

OLT

ADJ

SDT


Figure 5: Example of a graph showing the manpower stock evolution
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Figure 6: Example of a graph showing the manpower age distribution evolution
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Figure 7: Example of an animated graph of a manpower age distribution
4. THE SEARCH MODULE FOR THE DYNAMIC MODEL
We developed a heuristic search module which can be used in conjunction with the dynamic model to determine a near-optimal policy, where we define a policy as “optimal” if it results in the manpower population with the minimum possible distance to a given target population. The distance metric used to measure the distance between two manpower populations is defined below. The search module utilizes the dynamic model coupled with a LAHC (Late Acceptance Hill Climbing) search technique. We refer to Van Utterbeeck et al (2009) for a detailed discussion of the search algorithm and its performance, including a comparison with a tabu search based variant. More information on late acceptance strategies can be found in Burke and Bykov (2008). Figure 8 illustrates the simulation optimization procedure used. 
To define a target population, we subdivide the manpower population based on two attributes: age and rank. For example, when applying the search module on scenarios for the officer’s career, we typically use 9 age categories (as shown in table 1 below) and 9 rank categories (basically a one-on-one mapping, with some exceptions like the 4 ranks of General Officer which have been grouped together due to their low population). Once the population has been subdivided by age and rank, we need to define a metric to quantify the “difference” or “distance” between 2 manpower populations. We considered several metrics, inspired on the one hand by cluster analysis theory and on the other hand by statistical goodness-of-fit hypothesis testing. We decided to use a weighted version of the chi-square based metric using both age and rank categories (t being the time, n being the number of categories, wi being the weight assigned to category i, Oi being the observed number of individuals in category i and Ei being the expected (or target) number of individuals in category i):
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The additional weight terms allow for increased flexibility on the side of the user, for instance in scenarios where population differences between the actual and the desired population are more important for some ranks than for others. Other applications are those where the budgetary cost is an important constraint, in which case the weight factors can be selected to reflect the relative difference in salary costs. Finally, if the search module returns an “optimal” population which is unacceptable for the manpower planner (for instance because the discrepancy for a certain rank or age category is too large), then the weight for those categories can be increased in order to find another optimum with “better” properties. We also define a second distance metric D2, which is the cumulative version of D1: we calculate the distance yearly and make the sum over the entire duration of the simulation. D2 is intended for scenarios where we want to reach an objective population while minimizing the personnel cost in the intervening years.
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Figure 8: determining a near-optimal policy using simulation optimization
	Age Category
	Corresponding Age

	1
	Age < 23

	2
	22 < Age < 28

	3
	27 < Age < 33

	4
	32 < Age < 38

	5
	37 < Age < 43

	6
	42 < Age < 48

	7
	47 < Age < 53

	8
	52 < Age < 58

	9
	57 < Age


Table 1: Age Categories

Figures 9 and 10 illustrate the results of the search module and the distinction between D1 and D2. We executed two experiments where we started with a population similar to the current population of officers in the Belgian Defence and where the target was a population drastically reduced in both size and average age twenty years later. We used the search module to find a near-optimal policy using D1 in the first case and using D2 in the second case. All weight factors were set to 1. The first experiment returned a policy with D1=268 and D2= 461408. The second experiment returned a policy with D1=611 and D2=318039. Figure 9 below shows the evolution of the total manpower size for both policies. The horizontal line indicates the total manpower size of the target population. Figure 10 shows (Oi-Ei) at t=20 years for the 9 rank categories and the 9 age categories.
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Figure 9: manpower evolution over 20 years for the two near-optimal policies

[image: image23.emf]-200

-150

-100

-50

0

50

100

150

rank 1 rank 2 rank 3 rank 4 rank 5 rank 6 rank 7 rank 8 rank 9 age 1 age 2 age 3 age 4 age 5 age 6 age 7 age 8 age 9

categories

observed - expected

objective D1

objective D2


Figure 10: difference between observed and target population after 20 years for the two near-optimal policies

The main disadvantage of this search algorithm is the long calculation time involved. For example, solving a typical problem with a run length of 10 years, a population size of around 5000 individuals and 20 policy parameters to be optimized requires between 5 and 10 hours of processor time on an Intel Core2 Quad CPU @ 2.4Ghz with 2 GB of RAM. 
5. CONCLUSIONS
We’ve developed a set of tools for manpower planning in the Belgian Defence. The Markovian steady-state model allows the determination of a theoretically ideal manpower population, and can be used to answer what-if questions about the long term impact of policy or legislation changes. The dynamic model is based on computer simulation and can be used to forecast the result of a certain policy in the short, medium or long term. It can be used to answer what-if style of questions and to assess the relative impact of various scenarios. Furthermore we developed a heuristic search module which can be used to find a near-optimal policy in order to attain a manpower population which is “close” to a predefined target population.
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