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Abstract
This paper describes the results of the NATO RTO IST-084 RTG-040 (in short: IST-084). This research team (‘RTG’) has explored the subject of the “Domain-based Approach for Coalition-wide Information Exchange”. By means of experimentation a ‘proof of concept’ was conducted.

The paper is based upon the final report from IST-084 [1].

1.0 introduction
Today’s operations require extensive information exchange among many coalition partners. This occurs not only within small communities, but increasingly also between different nations/parties and different functional areas. Nations and organisations, as well as communities of interest (COIs), tend to have an amplified need for cooperation and thus sharing each other’s information. NATO’s policy on interoperability for joint/combined operations is focussed on standardisation of the common information. In that manner all systems (and people) will be able to correctly understand the information which is being disseminated throughout the conglomerate of parties involved in an operation. MIP
 currently represents the largest COI in coalition context, but its interoperability standard has become quite large and complex. This causes the standard to evolve slowly and being difficult to utilise.

IST-084 investigated a new approach that could make standardisation in such a large interoperability area more manageable. The so-called “Domain-based Approach” is a method for standardising exchangeable information by breaking up the area into smaller information chunks (‘domains’), which are ‘loosely coupled’. In this context, MIP-like approaches can be regarded as ‘monolithic’, using a single all-enclosing standard. The domain-based approach, on the other hand, results in multiple standards co-existing and enabling overall interoperability together.

The approach is specifically aimed at standards being specified by means of an “Information Exchange Data Model” (IEDM), like MIP (among other programmes) uses. The data model (including its description) unambiguously specifies the format, structure and meaning of the common information.
1.1 Objective and Scope
The primary goal of IST-084 is to validate whether the expected benefits of the new approach are realistic. 

The hypothesis regarding the Domain-based Approach is:

· The approach will enable the coalition to speed up the process of establishing (developing) information exchange between/within COIs to satisfy their Information Exchange Requirements (IERs), against reasonable extra costs;

· The approach is rich enough to cover all IERs between/within COIs (and thus enables coalition-wide interoperability), while the overall costs for the actual data exchange will be similar.

1.2 Experimentation Approach
The objective as stated above is met by comparing the two approaches, i.e. the Domain-based Approach (in short: DBA) against the Monolithic Approach (in short: MLA). Conclusions are made about the (dis)advantages of the new approach in relation to the old one.
The proof of concept is done through ‘paper’ experimentation. An interoperability environment is simulated by imagining it (and describing it on paper). It is reasoned how it would work in practice. Some quantitative analysis is used for that, for the rest it is explored in a qualitative manner.

Two experiments have been set up. The first, Experiment A, looks at the development of data exchange standards. The second, Experiment B, explores the actual exchange of data.
2.0 Summary of the Domain-based Approach

1.3 Common Exchange Language
There is an increasing need for organisations to share structured data stored in computer systems. These systems are usually unequal, meaning their data differs as well. Exchanging data between heterogeneous systems — making them ‘interoperable’ — requires (among other things) agreement on these properties. In its simplest form, data exchange between two systems, a direct ‘mapping’ can be defined between the two different data formats. Data element A of system 1 translates to data element B of system 2, etc.

With several systems, this approach is not a practical solution since it results in many interfaces, which are all different and very dependent on the combination of two specific systems.

Instead, using a standardised common exchange language would be the preferred. Each system now interacts with any other system by means of this common language. It results in an information exchange landscape with a minimum number of interfaces and offers maximum independence and flexibility.

Nowadays exchange standards are often specified by means of an “Information Exchange Data Model” (IEDM). Such a data model (including its description) unambiguously specifies the format, structure and meaning of the common information to be exchanged.
1.4 Multiple Exchange Languages
When the number of heterogeneous systems that must share data increases a common data standard is likely to become large. Certainly for complex organisations such as NATO the approach of using a single information standard for enterprise-wide interoperability, covering all information exchange, is totally unrealistic. Key problems are the volume and complexity of such a standard and the implicit time and costs to develop and maintain it. The larger the standard, the harder it is to comprehend and implement. The broad scope also implies many parties will be involved in the standardisation process, which will make a commonly agreed exchange language harder to obtain. The end result may be both incomplete and out of date. 

Following this line of reasoning, a subdivision into multiple exchange languages — each with a specific (limited) scope — may be a solution. This is where the “Domain-based Approach” comes in, a way to obtain overall interoperability by using separate, but (loosely) related COI-based IEDMs.
1.5 Information Interoperability Domains

The concept of “Information Interoperability Domains” originates from a simple ‘common sense’ idea: whenever a problem becomes too complex, split it up in relatively autonomous parts, which can be independently defined, but still fit in the overall solution. 

In support of this, the concept of ‘domains’ is introduced. The set of systems that interact by using the same exchange language is called an information interoperability domain. Each domain has its own standardised exchange language (= IEDM). A system is said to be part of a domain when it is able to interact with other systems by making use of the domain’s exchange language. Systems may also be part of more than one domain, ‘talking’ multiple exchange languages.
1.6 Structure and Scoping of Multiple Domains
A domain typically contains systems with much information in common, which is exchanged between them relatively frequently. A suitable initial set of domains is basically derived by grouping systems that exchange much similar information. But enterprise-wide interoperability (which also applies to the NATO requirement) implies there is a need to interconnect potentially any system with any other. This means that systems out of different domains must be able to talk with each other as well. In other words, domains have to be linked somehow. This happens in the same way individual systems are clustered into domains: the initial (or ‘basic’) domains may be grouped into new domains at a higher level. A higher-level domain represents a set of domains (groups of systems) which are interconnected by means of a common exchange language.

For example (see Figure 1), suppose we have three basic interoperability domains: the Land, Air and Maritime C2 domains of NATO. If systems of different domains want to interact they could use one of the three first-level languages, but this solution is only feasible when just a few domains exist. A better option is using an additional exchange language, through which systems of different domains can interact. In this way, a new interoperability domain has been created at a second level (brown label ‘2’), acting as ‘glue’ between the three first-level domains. Besides their basic domain, all systems also belong to this “NATO Joint C2” domain (as shown in the Venn-diagram). The advantage of this solution is that it requires fewer languages to be ‘learned’ by systems. A higher-level domain may also act as ‘basic’ domain for certain systems. These systems use the exchange language of that domain to talk to each other. The figure shows two Joint C4I systems of that kind (J1, J2). By doing this, we get a domain structure, where the number of dedicated interfaces is limited. The real challenge regarding a domain structure is finding an optimal partitioning of the total interoperability area. This comes down to finding a proper scope for each domain as well as the best subdivision of the whole area into domains.
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Figure 1: Structure of multiple domains, with systems attached.
1.7 Compatibility of Domains
Inherent to a domain structure, systems will have to talk multiple exchange languages and translate them to and from their internal data structure. Therefore, the different IEDMs should be compatible to a certain degree, which makes data conversion easier. Also, harmonious IEDMs will allow efficient development by the re-use of common data structures.

All IEDMs should be based upon a so-called ‘standardisation data model’ or ‘core model’. This is a common set of basic data types and structures. The core (or part of it) resides in each IEDM. It standardises the most fundamental and widely used information concepts. When used, a core data item must be incorporated literally in an IEDM. By using equal data formats and structures for types of data that appear in many domains, the compatibility between the IEDMs is highly improved.

The core is a (small) data model with very common entities, attributes and relations. The core should be very generic, making it more stable. Changes in the core will affect all IEDMs built upon it and must therefore be avoided as much as possible.
Notice that this approach does not imply the creation of one big central data model, being the core with sub-functional ‘spokes’ attached to it. Instead, the Domain-based Approach pleads for the almost independent development of IEDMs for separate information sub-areas. Much of the interrelations between these areas are covered by the central core which all models must incorporate. Each IEDM should be built separately, by taking the (relevant parts of the) core and adding domain-specific entities, attributes and relations to that. It is expected that the core will form a relatively small part of an IEDM.
1.8 Federated Approach
In general, the federated nature of the Domain-based Approach provides a framework to oversee the whole interoperability area, while at the same time the standardisation efforts are localised and therefore more efficient and manageable. In NATO, for example, such an approach could help to achieve seamless information exchange between the C3, Logistics and Intelligence COIs, without having to adopt the whole logistical and Intel community into MIP.
1.9 Conclusion

The Domain-based Approach takes the middle between a stove-pipe approach, where completely separated interoperability solutions are being developed, and a monolithic approach, which leads to a single all-enclosing interoperability solution.

In a nutshell, this middle course is characterised by:

· Central definition of a (small) common core model that broadly standardises most fundamental and widely used data elements;

· Central definition of domains and their exact scope;

· Decentralised (separate) definition of the different domain models by COIs, based upon the central directives as stated in 1 and 2.

The main advantages of the approach are that it:

· Enables global interoperability;

· Provides sufficient compatibility between the different IEDMs (so no stove pipes);

· Offers a framework to organise the development and use of data exchange standards in a large environment;

· Requires relatively small COIs tasked to specify/agree the domain models;

· Enables more efficient (parallel) development/maintenance/implementation of IEDMs;

· Results in smaller and less complex IEDMs;

· Increases comprehension, applicability and acceptance of IEDMs.
The main challenge is to determine the optimal partitioning of domains and to find COIs to ‘nurture’ these domains. The less overlap, the easier it will be to develop and use their domain-based IEDMs.

3.0 Preparation

In order to perform the experiments, a realistic ‘scenario’ and a ‘domain structure’ had to be specified.
The scenario is in particular meant to provide an environment of data exchange, i.e. messages being sent between actors. The scenario is about the handling of a CBRN attack, which provokes a chain of events performed by joint coalition forces.
1.10 Domain Structure
Derived from the scenario, several ‘interoperability domains’ have been defined. Each domain has its own IEDM, that standardised the data which can be exchanged within (or outside) that domain. The scope of the domains is primarily based upon existing COIs. 

Figure 2 shows the domain configuration, with some example (real) systems linked to the domains.
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Figure 2: Domains in the scenario, with example systems.
4.0 Experiment A

The goal of Experiment A is to gain insight in the relative development costs of domain-based IEDMs (DBA), compared to developing a single monolithic IEDM (MLA).

1.11 Test IEDMs 

Seven of the domains and the core in Figure 2 were selected for Experiment A, and models were developed, together with a monolithic model. The primary sources used to develop these IEDMs are listed on the right side:
· 1 core model
—  MIP JC3IEDM

· 7 domain-based IEDMs:

· Blue Force Tracking (BFT)
—  NFFI Data Model

· Meteo
—  ADatP-3

· CBRN
—  MIP JC3IEDM – CBRN part

· Land C2
—  MIP JC3IEDM

· Air C2
—  ICC Data Model

· Joint C2
—  MIP JC3IEDM

· Movement & Transportation (M&T)
—  LOGBASE Data Model

· 1 monolithic IEDM
—  DBA IEDMs

The core model is meant as a common ‘backbone’ for all IEDMs. It standardises data elements which are very common among the IEDMs. An IEDM only includes the relevant parts of the core within its scope (see Figure 3).
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Figure 3: The developed IEDMs, with parts of the core included.
The core represents basic situational awareness information: who does what, when and where. 

Be aware that the core is not an IEDM! 

1.12 Metrics and Formula
How do you measure development costs for IEDMs? Within the limited resources available, we decided to build seven simple IEDMs for the domains listed before plus a monolithic alternative with an equal scope, using the same modelling method. Then we measure certain static properties of the resulting IEDMs. 

The next paragraphs will explain step-by-step what metrics have been used and how the formula has been constructed. The formula consists of three kinds of variables:

· Measurement parameters (metrics), that represent IEDM properties which can be measured;

· Adjustment parameters (denoted as ‘factors’), that put relative weight on the other parameters;

· Derived parameters that are calculated from other parameters and represent IEDM properties which cannot be measured directly.

4.2.1
Effort of IEDM Development
The costs of the IEDM development process within a COI is represented by the required effort. 

We define effort (F) as the number of people (P) involved multiplied by the time (T) they spend:

F = T x P 
To conduct the IEDM development tasks, resources are needed. The more difficult the job, the longer it takes or the more people are needed. But the effort also depends on how efficient (= time-saving) these persons can work. This has mainly to do with knowledge and skills of the persons involved, and the model itself, i.e. how easy it is to understand its meaning, structure, etc.

We have focussed on the complexity of the IEDMs as a measure, by looking at model properties. The complexity of an IEDM is mainly built up of these four elements:
· Magnitude (M) = size of the model in terms of entities, attributes and relations
· Scope (S) = number of concepts represented by the model
· Genericness (G) = number of hidden concepts, not explicitly modelled
· Overlap (O) = size of model parts that also occur in other models
Based on the dimensions above, we use the following formula for complexity for a model ‘m’:

Cm = *Mm + *Sm + *Gm + *Om
in which , , ,  are factors for relative contribution to C (thus F).
The number of entities, attributes and relations in Magnitude are also assigned factors and summarized. Elements duplicated from the core are assigned a factor and subtracted.
4.2.2
Formula for Ratio of Effort
The total efforts for the domain-based and monolithic approach are:

DBA:
Fdba = Fcore + (i=1..n (Fi)

MLA:
Fmla
For DBA the effort is calculated for each of the n IEDMs separately.
The ratio of total efforts to develop domain-based IEDMs plus core versus the effort to develop one monolithic IEDM can now be found:

RA = Fdba / Fmla = Cdba / Cmla
The larger RA, the more effort DBA takes compared to MLA. The expectation is that RA > 1.

1.13 Quantitative Analysis
After using the metrics and the formula a quantitative analysis of the process was conducted.

1.1.1 Using the Formula
We started with assigning a range of probable values to the factors in the formula. They have been based upon experience (primarily MIP data modelling). We also took into account the mapping of the complexity dimensions on the development aspects).

Next the different complexity dimensions were measured per model, and entered in the formula to calculate the ratio.
1.1.2 Calculate the Ratio
With the default values for the factors and the measured values for the complexity dimensions, the formula was filled in. The first outcome for the ratio was 1.36. What does this mean? It says that DBA development takes 36% more effort than MLA. 

In order to test the dynamics of the formula and the influence of the different factors, these factors have been varied first within their probable range, then even outside. The quantitative analysis of our trial IEDMs results in a ratio of about 1.5, the middle in the range from 1.3 to 1.7. This means that DBA development takes 50% more effort than MLA. At a first glance, this seems reasonable. Having to build eight models instead of one should at least require some more effort.

1.14 Qualitative Analysis
The outcome of the quantitative analysis gives an indication of the difference in relative development costs for DBA and MLA. But the formula is not very accurate; it just helps to get a first feeling. By reasoning a lot of additional arguments were found and analysed that provide more insight in the pros and cons of the approaches. Some of these aspects of IEDM development could affect the value of DBA and MLA.
· DBA enables (more) parallel development of IEDMs, which will decrease the absolute development time

· People involved in creating a domain-based IEDM are expected to have more knowledge about the subject matter, hence there will be a more efficient use of the resources
· In MLA, any change in the exchange standard will always affect all systems, whereas in DBA only a few systems (mostly one) will be affected. A change in the core model would affect all IEDMs, though, but the core should not change very often
· DBA will require more complex governance. Apart from harmonizing overlap, there is a need for overarching coordination of all domain-based IEDM developments
· With a large core, the ‘undesirable’ overlap between the IEDMs will be less, but a larger core is more likely to change, requiring all IEDMs to update
Based on the first two arguments, we believe that 50 % more effort for DBA is most likely too pessimistic; the increased dedication and productivity of smaller IEDM development teams will reduce the ratio.
1.15 Conclusion

We think that the Domain-based Approach will speed up the standardisation process considerably and result in better and more flexible standards, which will be easier to maintain. Some extra effort will be required, but this may very well be acceptable in view of the benefits. 
It should be noted, though, that the outcome should be seen as an indication, not a scientifically proven certainty. There may very well be (dis)advantages for DBA we overlooked. We assume, though, that the ones mentioned above are the most important.

5.0 Experiment B

The goal of Experiment B is to gain insight in the costs of exchanging data via domain-based IEDMs (DBA), compared to utilising a single monolithic IEDM (MLA).

A couple of messages have been worked out in detail, in an XML-like structure, for both approaches. 

1.16 Metrics

When data is exchanged by means of an intermediate exchange language (IEDM), what are the cost drivers? Unlike in Experiment A, we did not use a formula to calculate the relative costs of data exchange in this experiment. This was partly to an assumption that measuring costs in a realistic way would be even harder than in Experiment A. Experiment B is therefore mainly a qualitative analysis. 

1.17 Analysis

The next paragraphs describe the most important results of the (mostly) qualitative analysis performed for Experiment B.

1.1.3 Message Size and Complexity
It seems that the size of the messages does not differ substantially, even though MLA messages are slightly larger. Therefore the performance of the network will not be an issue in most cases.

Higher complexity for MLA messages is more of an issue. Since a monolithic model contains more generic structures, it will be more difficult to compose and process the message. This may affect the performance when using hand-held devices with less processing power, but in most cases the difference will not be significant.
1.1.4 Adaptor Costs
For functional services to map data to/from an IEDM, a piece of software is needed that performs the translation back and forth between the internal data format and the IEDM format. This is called an ‘adaptor’. Several IEDMs will need more adaptors than a monolithic approach, which most likely represents a higher initial cost. On the other hand, each adaptor will be smaller and less complex. Changes will also be easier to implement, so the total cost in the long run is maybe not higher. A side effect of this is that it will be easier to handle different versions of models, since fewer systems are affected.
1.1.5 Loss of Data
Mapping between data formats is required when data is exchanged between services, but only for data which they have in common. Mapping of data in general implies loosing data, simply because a different data structure usually implies a (slightly) different part of reality being represented. It is expected that domain-based IEDMs will have a more similar representation of information to be exchanged between systems within the domain, since they are not that generic and need less conversions of domain specific data.
1.1.6 Multiple Exchange Ways
Multiple IEDMs allow for multiple exchange mechanisms. As each IEDM serves a separate domain, being a cluster of interacting systems, these systems may communicate via a specific exchange mechanism. Special requirements such as low bandwidth, real-time exchange, security or ad-hoc exchange could be met by a dedicated exchange mechanism (and maybe even a simplified version of the IEDM).
1.1.7 Multiple Security Domains
Different domains also give the opportunity to exchange certain data sets separately because they have a different security level. For instance, one could imagine having a Soldier Basic Info domain for disseminating unclassified data, next to a Tactical C2 domain in which similar data goes around, but of a higher classification. DBA seems much better suited for having different security levels in a large environment.

1.1.8 Number of Services, Adaptors and IEDMs

Since the total number of adaptors may be significant for the total costs of implementing a domain-based interoperability solution, we did some quantitative analysis on the data exchange scenario. Adaptors are related to functional services and IEDMs, so they are counted as well. The results below acknowledge the conclusions made in previous paragraphs.

In an MLA solution, the number of adaptors is equal to the number of different types of functional services. For DBA more adaptors are needed. In our scenario we have 30 functional service types (FSTs). There are 30 adaptors for MLA, while there are 47 adaptors for DBA. This is around 1.5 adaptors per FST, meaning that an FST is on average connected to 1.5 domains. 

The number of domains (IEDMs) also affects the number of adaptors. The more IEDMs, the more information is split over different IEDMs, the more adaptors needed to exchange information. 

Looking at DBA from an IEDM point of view, we noticed that the number of FSTs connected to a domain affects the impact of changes in the IEDM. The more FSTs connected the more impact an update to the IEDM will have. In the scenario, with all FSTs, we measured an average of 7 adaptors per IEDM. For MLA this is 30. It shows that, as expected, domain-based IEDMs are much easier to change.

1.18 Conclusion for Experiment B
DBA enables coalition-wide information interoperability just as MLA does. The total costs for both solutions will not differ extensively, although DBA may start somewhat more expensive and gets cheaper along the way. But DBA does offer much more flexibility than MLA, which is a very important property in the dynamic military environment.
6.0 Conclusion

1.19 Experimentation Results
Experiment A showed that the total effort, thus costs, of the Domain-based Approach (DBA) is expected to be around 50% more than needed for a Monolithic Approach (MLA), although there are serious indications this ratio will be smaller in reality.
On the other hand, DBA offers many advantages over MLA, most importantly:

· DBA enables (more) parallel and asynchronous development and decreases production time, causing a significant speed-up of the standardisation process;

· DBA will attract more dedicated (specialized) and more focussed developers, implying more efficient use of resources, better quality of models and faster agreement process;

· Changes to domain-based IEDMs will have less impact, because only one (or a few) domains will be affected.

The extra effort may be hard to sell to some people, but if you consider the whole package, then you will realise that there is little to lose and a lot to gain with DBA. 
In conclusion: compared to MLA, DBA will speed up the IEDM standardisation process considerably, will make it better manageable and will result in better and more flexible standards.
Experiment B showed that DBA enables data exchange just as MLA does, but increases the flexibility of the overall interoperability implementation in several ways.
1.20 Overall Conclusion
For improving NATO-wide interoperability, the Domain-based Approach, using multiple data exchange models, seems an efficient and effective alternative to a monolithic approach, with a single model. The new approach could help to solve the problems NATO is currently facing with the large JC3IEDM, among which high complexity and slow progress.

In addition, the approach could lead towards broader interoperability, connecting functional domains such as C3, Intelligence and Logistics. The Domain-based Approach will facilitate information exchange as required in a (NATO) coalition NEC-based environment.
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